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ABSTRACT

Operator learning has emerged as a promising surrogate
modeling approach for partial differential equations (PDEs), en-
abling rapid evaluation of physics-based models within outer-
loop processes such as design optimization. However, many
existing operator learning architectures assume simple domains
or structured coordinate parameterizations, limiting their appli-
cability to engineering problems defined on complex geometries.
This paper introduces a structured reduced-basis neural operator
architecture that incorporates an explicit high-dimensional dis-
cretization space between the input and output function spaces.
The discretization space represents the geometry of the physi-
cal domain using standard numerical representations such as
finite element meshes, while the neural network operates only
on a low-dimensional latent representation defined within that
space through compression and lifting maps whose complexity
scales linearly with the discretization size. Multiple strategies for
constructing the compression and lifting maps are considered, in-
cluding fixed reduced bases obtained via Proper Orthogonal De-
composition (POD) as well as data-driven bases learned jointly
with the operator model. This formulation separates geometric
representation from operator approximation, allowing complex
geometries to be represented without requiring the neural net-
work to scale with the resolution of the underlying discretiza-
tion. In addition, the resulting architecture is consistent with
the discretization-invariant viewpoint commonly adopted in the
neural operator literature. The proposed method is evaluated on
a structural analysis problem for a blended wing-body aircraft
model. Numerical experiments show that structured reduced-
basis representations significantly improve both training behav-
ior and predictive accuracy compared with a standard DeepONet
architecture, highlighting the potential of this architecture for
surrogate modeling of PDE-based engineering systems.
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1. INTRODUCTION

Computing the solutions to partial differential equations
(PDEs) is central to many problems in engineering analysis
and design. Particularly, multidisciplinary design optimization
(MDO) frequently requires the repeated evaluation of PDE-based
models in order to assess the effect of design parameters on phys-
ical fields such as structural displacements, stresses, or fluid flow.
The field of MDO has been trending towards larger design spaces
and greater model fidelity [1-3]. However, with these larger
problems, the cost of repeatedly solving the governing PDEs can
become a significant bottleneck.

Surrogate modeling techniques offer a promising approach
to reducing this computational cost by learning approximate map-
pings between input parameters and solution fields [4, 5]. Re-
cently, operator learning methods have emerged as a particularly
attractive class of surrogates for PDE-based systems. Rather than
approximating the solution at a fixed set of spatial locations, op-
erator learning architectures learn mappings between function
spaces, allowing the solution field to be evaluated at arbitrary
spatial locations once the operator has been trained [6, 7]. Ar-
chitectures such as Deep Operator Networks (DeepONets) [8]
and neural operators such as the Fourier Neural Operator (FNO)
[9] and Graph Neural Operator (GNO) [10] have demonstrated
strong performance on a variety of benchmark PDE problems.

Despite this progress, most demonstrations of operator learn-
ing methods have focused on relatively simple domains and ge-
ometries [8, 11-13]. However, in many engineering applications,
the underlying domain may be geometrically complex and, there-
fore, difficult to represent using the coordinate parameterizations
typically assumed by neural operator architectures. For exam-
ple, structural models of aircraft are often defined on irregular
geometries represented by finite element meshes. At the same
time, standard DeepONet formulations represent input functions
through point samples at a fixed set of sensors, which ties the
learned operator to a particular sampling pattern and does not
satisfy the discretization-invariant formulations commonly used
in the neural operator literature [14].
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These considerations motivate the development of operator
learning architectures that can both accommodate complex geo-
metric representations and retain discretization-invariant proper-
ties. In this work, we introduce a structured reduced-basis neural
operator architecture that explicitly separates the representation
of domain geometry from the dimensionality of the learned oper-
ator approximation. The key idea is to introduce an intermediate
high-dimensional discretization space that captures the structure
of the physical domain, while the neural network operates only on
alow-dimensional latent representation defined within that space.
This formulation allows complex domains to be represented using
standard discretization tools such as finite element meshes, while
maintaining a compact neural operator model whose complexity
is independent of the discretization resolution.

Within this framework, the operator learning process is fac-
torized into a sequence of projection, compression, approxima-
tion, lifting, and reconstruction steps. The high-dimensional dis-
cretization space provides a flexible representation of the domain
geometry, while the neural network learns a low-dimensional
basis and operator mapping that act within this representation.
As a result, the method combines the geometric flexibility of
discretization-based representations with the parameter efficiency
of low-rank operator learning architectures.

The main contribution of this work is the introduction of
the aforementioned operator learning architecture that incorpo-
rates an explicit discretization space between the input and output
function spaces. We show how this formulation separates geo-
metric representation from operator approximation, demonstrate
that the resulting architecture satisfies the discretization-invariant
formulation commonly used in the neural operator literature, and
evaluate the method on a structural analysis problem defined on
a blended wing-body aircraft model, demonstrating improved ac-
curacy and training behavior compared to a standard DeepONet
architecture.

The remainder of this paper is organized as follows. Sec-
tion 2 reviews parameterized PDE problems, operator learning
architectures, and the concept of discretization invariance. Sec-
tion 3 introduces the proposed operator architecture and discusses
the selection of compression and lifting maps. Section 4 presents
numerical experiments on an aircraft structural model. Finally,
Section 5 summarizes the findings and outlines directions for
future work.

2. BACKGROUND
2.1. Parameterized PDE Problems

Consider a parameterized partial differential equation de-
fined over a domain Q with parameters u € P,

N (u(x; ), p) =0, x €Q, (1

subject to appropriate boundary conditions. The solution
u(x; p) is a function defined over the domain Q whose behavior
depends on the parameter vector u.

Many surrogate modeling approaches aim to approximate
the mapping from parameters to the resulting solution field,

G:P—-V, 2)

where V denotes a suitable function space defined over Q.
More generally, operator learning methods consider map-
pings between function spaces,

G:U->YV, 3)

where U and V are spaces of input and output functions re-
spectively. In the context of parameterized PDEs, the input func-
tion may represent parameter fields or forcing functions, while
the output corresponds to the PDE solution [6].

The objective of operator learning methods is to construct
an approximation G that can efficiently evaluate solution fields
for new inputs without directly solving the underlying PDE. Most
operator learning architectures can be interpreted as consisting of
three conceptual steps. First, the input function is encoded into
a finite-dimensional representation. Second, the operator is ap-
proximated within this representation using a parametric model
such as a neural network. Finally, the resulting representation
is decoded to produce the output function in the target func-
tion space. This encoder—approximator—decoder decomposition
provides a useful framework for comparing different operator
learning architectures [15].

2.2. DeepONet

DeepONets approximate operators through a learned basis
expansion. The architecture consists of two neural networks: a
branch network and a trunk network.

The input function u(x) is first encoded by sampling it at a
fixed set of sensor locations {x;}" ,, producing the vector

i=1

u = (u(xp), ... u(xm)). 4)

This vector is provided as input to the branch network, which
acts as the approximator. The branch network is a single fully
connected neural network that maps the sensor values to a vector
of coefficients,

¢ =By(u) eR”. &)

Here By denotes the branch network parameterized by
weights 6, and the entries of ¢ correspond to the coefficients
of a learned basis expansion.

The trunk network acts as the decoder. Given a spatial
coordinate x, the trunk network evaluates a set of basis functions
at that location,

t(x) =T4(x) eRP, (6)

where T is a second fully connected neural network parame-
terized by weights ¢. The entries of t(x) correspond to the values
of p learned basis functions at the spatial location x. This stan-
dard DeepONet trunk is often modified, such as using Principal
Component Analysis (PCA) to select the basis functions rather
than learning them during training [11, 16]

The predicted output is obtained by combining the coeffi-
cients produced by the branch network with the basis functions
produced by the trunk network,
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p
G)(x) = Y erti(x) = "t(x). (7)
i=1
Thus, the DeepONet represents the operator as a low-rank
expansion in a learned basis defined by the trunk network, with
coeflicients determined by the branch network from the encoded
input function.

2.3. Neural Operators

Neural operator architectures take an alternative approach for
operator learning. Rather than representing the operator through
sensors on the input function and a learned basis expansion for
the output as in the DeepONet, neural operators typically approx-
imate integral operators of the form

G(u)(x) = L ke () dy, ®)

where k(x, y) is a learned kernel [10, 14].

One widely used architecture in this class is the
FNO [9]. The FNO can be interpreted within the en-
coder—approximator—decoder framework described above.

First, the input function u(x) is encoded by projecting it
onto a truncated Fourier basis. This produces a vector of Fourier
coefficients

lx = F (u)(k), €))

where ¥ denotes the Fourier transform and k indexes the
retained Fourier modes. These coefficients represent the input
function in a spectral basis.

Next, the operator is approximated in this spectral space.
Each neural operator layer applies a learned linear transformation
to the retained Fourier coeflicients,

O = Wiy, (10)

where Wy are learned weight matrices. In practice, only
a fixed number of low-frequency Fourier modes are retained,
allowing the network to operate within a reduced spectral repre-
sentation.

Finally, the output function is decoded by applying the in-
verse Fourier transform,

v(x) = F (B (x), (11)

which reconstructs the spatial field from the transformed
Fourier coefficients.

Thus, similar to the DeepONet, the FNO ultimately repre-
sents the operator through a basis expansion,

G (x) = ) by, (12)
k
where the Fourier modes ¢’** act as fixed basis functions
and the neural network determines the corresponding coefficients.
Because the Fourier basis is defined independently of any partic-
ular spatial discretization, the learned operator can be applied to

different discretizations of the domain.

2.4. Discretization Invariance

A key concept in the neural operator literature is discretiza-
tion invariance. Following the definition by Kovachki et al. [14],
this property does not require the absence of a discretization.
Rather, it requires that a model define a continuous operator
whose discrete implementations converge as the input discretiza-
tion is refined. More precisely, given a parametric class of oper-
ators

G:Ax0 - U,

a model is discretization-invariant if, for each fixed parameter
vector 6 € @, there exists a sequence of discrete maps G, such
that the discretized uniform risk tends to zero as the discretization
Dy is refined. The discretized uniform risk is defined as

Rx(G.G.Dyp) = sup |G(Dp.alp,) - G(a)|, .
acek

for any compact set K ¢ A. Thus, discretization invariance is
fundamentally a consistency property: as finer information about
the input function becomes available, the discrete evaluation of
the model must converge to the action of an underlying continuum
operator [14].

Under this definition, neural operator architectures such as
the FNO are discretization-invariant because they define an op-
erator in function space and use the spatial discretization only
to numerically evaluate that operator. In the FNO, the learned
parameters act on Fourier coefficients, while refinement of the
spatial grid only improves the numerical approximation of those
coefficients. Consequently, for a fixed set of learned parameters,
the discrete implementations converge to the same continuum
operator as the input discretization is refined. This is the sense in
which the FNO is discretization-invariant; it does not imply that
the model is free of basis truncation error or independent of the
chosen spectral representation.

The DeepONet behaves differently. On the output side, the
trunk network defines basis functions that can be evaluated at
arbitrary spatial locations, so the predicted output can be queried
independently of the discretization used for training. On the input
side, however, the branch network receives point evaluations of
the input function at a fixed set of sensor locations. This ties the
representation of the input to a particular sampling pattern, and
therefore the resulting architecture does not satisfy discretization
invariance.

An important note is that this definition is narrower than
the phrase "discretization invariance" may initially suggest. It
does not require that a method avoid discretizations altogether,
nor does it require that the model be insensitive to the choice of
representation space. Rather, it requires that the learned param-
eters define a continuum operator whose discrete evaluations are
consistent under spatial refinement. This distinction is useful in
interpreting the proposed architecture.

3. STRUCTURED REDUCED-BASIS NEURAL OPERATOR
3.1. Proposed Architecture

The proposed architecture is motivated by two objectives.
First, we seek an operator learning formulation that can natu-
rally accommodate complex geometry, which can be challenging
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FIGURE 1: Two-step encoding and decoding architecture with in-
termediate high-dimensional discretization space

for neural operator architectures that rely on simple underlying
domains or structured coordinate parameterizations. Second,
we seek a formulation that satisfies the discretization-invariance
viewpoint discussed in the previous section, in contrast to a stan-
dard DeepONet whose input representation is tied to a fixed set
of sensor locations. To achieve these goals, the proposed archi-
tecture introduces an explicit intermediate discretization space
that serves as a representation of the domain or geometry while
allowing the learned operator itself to act in a low-dimensional
latent space. The resulting process is illustrated in Fig. 1.

Given an input function u € U, the encoder first projects it
into a fixed high-dimensional space R associated with a chosen
discretization using the projection operator

¥Y,:U—R™

If R™ is associated with a finite-dimensional approximation space

spanned by basis functions {y;}" , then this projection may be

interpreted as finding coefficients d € R™ such that
m
up(x) = Z diyyi(x),
i=1

with the coefficients determined, for example, through a Galerkin
projection

J Wi(x) up(x) dx = J Wi (x) u(x) dx, j=1...,m.
Q Q

Equivalently,

Z (J‘ i ()i (x) dx) d; = J‘ i (x)u(x) dx, j=1,...,m.
i=1 \WQ Q

In practice, these integrals are evaluated numerically using an
appropriate quadrature rule, so the discrete realization of ¥,
depends on the chosen quadrature scheme while converging to
the same continuum projection as the numerical approximation
is refined.

This high-dimensional representation is then compressed to
a low-dimensional latent vector by

oy :R™ > R

producing
2= gu(Pu(w) € R

The approximation step is performed in this latent space. A
branch network
G :R% > R%

maps the encoded input to a coefficient vector
—_— A dl)
c=0G(z) e R%.

Decoding proceeds in two stages. First, the coefficients are
lifted back to a high-dimensional discretization space through the
map

@y R% — R™.

In practice, this lifting is implemented as a learned linear basis,

@y(c) = Dc, ® e R,
where the columns of ® represent learned basis functions defined
over the chosen discretization. This produces a high-dimensional
field representation on the output discretization.

Second, a reconstruction operator

¥Y,:R" >V

maps this discretized field back to the continuous output space,
allowing the predicted field to be evaluated at arbitrary spatial
locations using the reconstruction associated with the chosen
discretization (e.g., interpolation through finite element shape
functions).

The resulting operator approximation is therefore

gA:‘PvO‘pUOQAOQDuOlPu- (13)

For notational simplicity, the same intermediate dimension
m has been used for both the input and output discretization
spaces. In practice, however, these spaces need not be the same.
The input and output may be represented on entirely different
discretizations, with different dimensions, basis functions, and
even different underlying domains. This is particularly important
in multiphysics or transfer settings, where the input and output
quantities may naturally live on different geometric representa-
tions. The formulation above is unchanged in spirit if one instead
writes

¥Y,:U— R™, ¥Y,:R™ >V,
with corresponding maps
@yt R™M — R, @ : R% — R™

This construction separates geometric representation from
approximation complexity. The high-dimensional discretization
spaces are responsible for representing the structure of the under-
lying input and output domains, while the learned operator acts
only on the low-dimensional latent spaces R% and R%. As a
result, the expressive power of the discretization can be increased
without requiring the approximation network itself to scale with
the number of spatial degrees of freedom.
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3.2. Selection of the Compression and Lifting Maps

A unique design choice in the proposed architecture is the

selection of the compression and lifting maps,

@y 1 R™Me — R, @y : R% — R™,

These maps determine how the high-dimensional discretization
spaces are related to the low-dimensional latent spaces in which
the operator approximation is performed. There are two fun-
damental ways of selecting these maps: they may be specified
a priori and held fixed during training, or they may be learned
jointly with the approximation network (or one may be fixed while
the other is learned). The choice introduces tradeoff between in-
ductive bias, flexibility, and training complexity.

When prescribing these maps directly, the training reduces to
learning the map between two preselected reduced spaces. This
gives considerable freedom in choosing the representation. A
familiar example to the world of reduced order modeling would
be to choose the compression and lifting maps from a proper
orthogonal decomposition (POD) basis computed from training
snapshots. Given a set of discretized fields

{Wy@, Ly R,

POD constructs an orthonormal basis that optimally captures the
energy of these "snapshots" in a least-squares sense [17]. If the
snapshot matrix is written as

Y = [y(l) y@ y<N)] ,
then the POD basis is obtained from the leading singular vectors
of Y or, equivalently, from the dominant eigenvectors of the as-
sociated correlation matrix. Retaining the first » modes yields a
basis

®, € Rmxr’

and the associated compression and lifting operators may be cho-
sen as

oM =@y, ¢ '(c)=Dc.

This is attractive when the dominant variability of the fields is
well captured by a low-dimensional linear subspace.

Another possibility for a prescribed map is to use a spectral
transform. For problems defined on domains compatible with
such a representation, one may choose Fourier modes or other
global basis functions, as the compression and lifting maps. In
this case, the architecture becomes conceptually similar to the
Fourier Neural Operator. More generally, any prescribed basis
for the discretization space can be used in this way, including
wavelet, polynomial, or radial basis expansions.

A third option is to use the identity map. If the intermediate
discretization dimension m is already sufficiently small, then one
may simply take

SDM:I, QOU:I,

so that the neural network operates directly in the discretization
space without any additional dimensionality reduction. This cor-
responds to the special case d,, = m, and d, = m,. While
this sacrifices the parameter savings associated with a reduced
latent space, it may be appropriate when the discretization itself

is already modest in size or when preserving the full discretized
representation is desirable.

Learning these maps from the data results in an architecture
more similar to the DeepONet. Specifically, this corresponds to
learning the lifting map ¢, jointly with the approximation net-
work, so that the basis used to reconstruct the high-dimensional
field adapts to the operator learning task. Similarly, the input
compression map ¢,, may be learned, allowing the model to dis-
cover an input representation that is most useful for prediction.
One may also adopt a hybrid strategy, for example by fixing ¢,
using a POD or Fourier basis while learning ¢,, or vice versa.
Such hybrid choices allow prior knowledge to be incorporated on
one side of the operator while preserving flexibility on the other.

These alternatives provide a common framework for under-
standing several existing approaches. Fixed POD-based compres-
sion and lifting recover a reduced-basis operator model. Fixed
Fourier transforms lead to a spectral representation reminiscent
of the FNO. Learning the lifting map while keeping the input
approximation low-dimensional yields the structured basis for-
mulation emphasized in this work. The proposed architecture is
therefore not tied to a single choice of reduced representation. In-
stead, it provides a general framework in which the discretization
space is separated from the latent operator approximation, and
the compression and lifting maps determine how this separation
is realized in practice.

3.3. Revisiting Discretization Invariance

As previously discussed, the distinction between
discretization-dependent and discretization-invariant mod-
els is more subtle than a simple dichotomy between using and not
using a discretization. In fact, neural operators represent func-
tions using finite-dimensional spaces that effectively discretize
the domain. The difference to the proposed architecture is that
most use global basis functions, such as Fourier modes, rather
than local basis functions as in a mesh. However, the use of
such a representation does not prevent a method from satisfying
discretization-invariance.

In the present work, the maps

¥Y,:U —>R", ¥Y,:R" >V

define an explicit intermediate discretization space, while

¢ :R" >R%,  G:R™ 5R%  ¢,:R* 5 R"
define the learned low-dimensional representation and operator
approximation within that space. If the projection ¥, is im-
plemented so that its numerical approximation converges under
refinement of the discretization used to compute it, then the over-
all architecture defines a continuum operator together with a se-
quence of discrete approximations. In this sense, the proposed
method satisfies the same notion of discretization invariance: re-
finement affects only the numerical realization of the projections,
not the learned operator itself.

A useful clarifying example is a mesh-to-mesh network,
which is the case when the compression and lifting maps are
identity. Suppose a function is first projected onto a fixed mesh
basis, then mapped by a neural network from coefficients on
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that mesh to coefficients on another field defined over the same
mesh, and finally reconstructed as a function. Such a method
clearly depends on a chosen discretization space as a represen-
tation. Nevertheless, if the projection from the continuous in-
put function into that mesh basis is computed more accurately
as the input discretization is refined (e.g., using a higher-order
quadrature scheme), then the corresponding discretized imple-
mentations converge to an underlying continuum operator. Thus,
such a method is discretization-invariant.

This observation motivates the present formulation. Rather
than avoiding discretization, the proposed architecture uses a
high-dimensional representation space because such spaces are
well suited to capturing complex geometry. A mesh or other
rich discretization can accurately represent irregular domains,
boundary conditions, and localized structure. At the same time,
the neural network itself need not operate directly in this high-
dimensional space. By introducing a learned low-dimensional
representation on top of the discretization, the approximation is
performed in a compact latent space whose dimension is inde-
pendent of the resolution of the underlying representation. The
result is an architecture that combines the geometric fidelity of
high-dimensional discretizations with the parameter efficiency of
low-dimensional operator representations. This also allows for
a high degree of flexibility in the selection of the latent spaces,
which can allow for better approximation performance.

4. NUMERICAL EXPERIMENTS
4.1. Problem Setup

This section compares several variants of the proposed
structured-basis operator architecture with a standard DeepONet
on a partial differential equation (PDE) problem defined on a
realistic engineering geometry. The goal of this experiment is
to evaluate the effect of different basis initialization and training
strategies, as well as to compare the proposed architecture with a
conventional DeepONet formulation.

The PDE problem considered in this study is based on a
Reissner-Mindlin shell formulation defined over the structure of
ablended wing-body (BWB) aircraft. An overview of shell meth-
ods can be found in [18]. The structure is subjected to a fixed aero-
dynamic loading condition while the structural response varies
with the distribution of material thickness. The thickness field is
parameterized using B-splines defined across the surface of the
structure, with a total of 26 control points serving as the input pa-
rameters to the operator network. A total of 5,000 samples were
generated, with 4,000 used for training and 1,000 for validation.

Because the thickness discretization is already low-
dimensional, it was used directly as the input space. The fixed out-
put discretization used by the structured-basis architecture con-
sists of a linear triangular mesh containing 3,964 nodes. Over
this discretization, a total of 192 basis functions were defined,
corresponding to 64 basis functions for each component of the
three-dimensional displacement vector.

Three variants of the structured-basis architecture were eval-
uated. In the first case, learned (rand), the basis functions were
initialized with random Gaussian noise and subsequently opti-
mized during network training. In the second case, learned
(POD), the basis was initialized using POD modes computed
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FIGURE 2: Training and validation errors for different trunk archi-
tectures.

0]
10 —e— Learned (POD)
POD (fixed)
§ —+— Neural
o —e— Learned (rand)
31071
S ————¢———— oo+
< ‘\*—M
(O] L
- ‘\V | |
02| | - e ‘ ‘
0 1000 2000 3000 4000 5000
Epoch

FIGURE 3: Validation error during training for architectures.

from the training data and was allowed to further adapt during
training. In the third case POD (fixed), the basis was also ini-
tialized using POD modes but remained fixed during training,
corresponding to a POD-based reduced representation.

For comparison, a fourth case, neural, consisting of a stan-
dard DeepONet architecture was also evaluated. All four cases
used the same branch network configuration in order to isolate the
effect of the trunk representation. The trunk network in the Deep-
ONet case was chosen such that the total number of parameters
approximately matched that of the structured-basis trunk. The
resulting architectural configurations are summarized in Table 1.

4.2. Results

Figure 2 shows the training and validation losses for the four
network configurations.

Among the tested models, the structured-basis network ini-
tialized with POD modes and subsequently learned during train-
ing achieved the lowest training and validation error. The config-
uration using a fixed POD basis performed nearly as well, with
only a small gap in the final validation loss.

This behavior is consistent with the properties of POD bases.
POD provides the optimal linear basis for reconstructing the train-
ing snapshots with minimal mean-square error, resulting in a
strong representation for the displacement fields in the dataset
even with a fixed basis. However, the optimal basis for recon-
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Network Component Input Dim. Hidden Layers Output Dim. # Parameters

Branch Network 26
Neural Trunk 3
Reduced-Basis Trunk 3964

384 x3 192 391,860
576 x 3 192 777,795
— 192 761,088

TABLE 1: Network architecture and parameter counts for the branch network and trunk variants used in the numerical experiments. The
branch network is shared across all cases, while the trunk is either implemented as a neural network or as a learned reduced basis defined

on the discretization.

4

y- 1
Y 4 NV 4 J I

Error (cm)

FIGURE 4: Absolute error in predicted displacement for neural network with (A) learned mesh basis and (B) neural basis.

structing snapshots is not necessarily the optimal basis for rep-
resenting the operator mapping, especially combined with the
dynamics of training the branch network. Allowing the basis
functions to adapt during training therefore provides additional
expressivity, which can reduce the final approximation error. In
the present case this improvement is modest but consistent.

The neural trunk network and the randomly initialized
learned basis both produced significantly higher training and val-
idation errors. In both cases the model must simultaneously learn
a suitable basis representation and the operator mapping itself,
which appears to make optimization more difficult. As a result,
these architectures converge to higher-error solutions.

Figure 3 shows the relative validation error as a function of
training iteration.

The models initialized with POD bases exhibit a rapid initial
decrease in validation error, followed by a slower improvement
phase as training progresses. This behavior reflects the strong
initial representation provided by the POD basis: even without
further adaptation, the basis already captures the dominant spatial
structures present in the displacement fields.

Allowing the basis to update during training yields a small
but measurable improvement over the fixed POD case. Most of
this improvement occurs late in training, suggesting that the net-
work first learns the operator mapping within the POD subspace
and subsequently refines the basis to better align with the opera-
tor learning task. This observation suggests a potential training
strategy in which the basis is initially fixed while the branch net-
work is trained, and only later allowed to adapt once the operator
mapping has largely converged.

In contrast, the neural trunk and randomly initialized ba-

sis both plateau at relatively large errors. These architectures
must discover an appropriate spatial representation while simul-
taneously learning the operator mapping, which appears to slow
convergence and limit the final accuracy.

To visualize the effect of these architectural differences,
Fig. 4 shows the spatial distribution of displacement prediction
error for arandomly selected validation case. The comparison fo-
cuses on two representative models: the neural trunk DeepONet
and the structured-basis model initialized with POD and learned
during training.

In both cases, the largest prediction errors occur near the
wing tip, where the structural displacements are largest. How-
ever, the magnitude of the error differs substantially between the
two models, with the POD-initialized structured-basis network
produces errors significantly below that of the neural trunk net-
work across the structure.

More subtle differences are also visible in the body of the
aircraft. The neural trunk model shows noticeable error pat-
terns in the skin panels between ribs and spars, corresponding
to local bending deformation of the shell structure. These errors
are nearly absent in the POD-initialized structured-basis model,
indicating that the learned basis provides a more accurate repre-
sentation of the relevant structural deformation modes.

Overall, these results suggest that incorporating a structured
discretization space together with a low-dimensional learned ba-
sis significantly improves both the accuracy and stability of oper-
ator learning for problems with complex geometry.

5. CONCLUSION
This paper introduced a structured operator learning archi-
tecture that incorporates an explicit discretization space between
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the input and output function spaces. By separating geometric
representation from operator approximation, the method enables
neural operator models to be applied to complex engineering ge-
ometries represented using standard discretizations such as finite
element meshes. Numerical experiments on a blended wing-body
structural model demonstrated that structured reduced-basis rep-
resentations significantly improved predictive accuracy compared
with a conventional DeepONet architecture. These results sug-
gest that combining high-dimensional discretizations with low-
dimensional operator representations is a promising direction for
operator learning in engineering analysis and design.
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